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Técnico Lisboa
Lisboa, Portugal

Email: miguel.bastos@tecnico.ulisboa.pt

Abstract—In this thesis, we focus on humans as a model
par excellence of efficiency in visual search tasks and how this
knowledge can be used to improve visual attention algorithms
using eye tracking technology.

Many experiments have shown that the human visual system
makes extensive use of contextual information for facilitating
object search in natural scenes. By exploiting the advantage of
a priori known relations between object classes (i.e. context)
humans can easily prune the search space, which results in
oculo-motor behaviours that are optimal both in terms of the
effectiveness (i.e. success rate) and efficiency (i.e. energy and time
consumed) during search tasks execution. Complementary to this,
humans encode a large field of view with retinas having variable
spatial resolution. Based on this facts, we developed a foveation
imaging system and performed an experiment in order to capture
and quantify the context information, by having subjects looking
for a target within a foveated image representing an indoor scene
containing several distractors.

Further, after analysing the pattern of gaze movements, we
propose two search models. First, the spacial context model that
uses two learned metrics, the objects importance and the objects
flow in order to find the target. Second, the semantic model,
that extracts from the data collected a probability matrix and
represents each scene as a Markov chain with the aim of finding
the requested target.

I. INTRODUCTION

In real world, context carries important information about
how natural scenes and objects are related to each other,
whether it be relative positions of objects with respect to a
scene or co-occurrence of objects within a scene. To give a
clear example, occasionally contextual information can pro-
vide more relevant information for the recognition of an object
than the intrinsic object information. Regarding visual search
and scene perception [1] and [2] experimental results show
that the human visual system makes extensive use of these
relationships for facilitating object detection and recognition
suggesting that the visual system first processes context infor-
mation in order to index object properties. Therefore, by taking
advantage of the relationship between classes and objects,
humans developed an oculo-motor system that is both effective
and efficient when performing search tasks. For instance, when
looking for a shoe humans tend to look to the floor; in
opposition if searching for a plane humans will intuitively look
at the sky. When searching for a keyboard, and knowing that

typically this object is over a desk close to a monitor and a
mouse, humans will start their search task in these locations.

Fixation eye movements in visual search tasks are complex
and depend on how the detectability of the target varies
across the visual field [3]. The search task performance can
be influenced by numerous things. For instance, considering
a highly visible target, the observers usually complete the
task in only one saccade directly towards the target [4], in
contrast, dealing with harder situations, multiple fixations are
necessary in order to find the target, and clearly observers
fixate regions within a group of possible target locations [5].
This information makes us believe that it is of the utmost
importance to understand how the periphery information is
used to guide the sequence of eye movements. The role of
peripheral information in multiple-fixation search is not easy
to study because of the difficulty of controlling the stimulus
on the retina during a sequence of eye movements. A powerful
technique to solve this problem is to update the visual display
frame-by-frame, contingent on the observers eye position, as
measured with an eye tracker. To address these limitations, we
developed a real-time foveation system which is based upon
multiresolution pyramid coding [6].

We attempt to quantify the context information by analysing
eye tracking data. This work primarily consists of two mod-
ules: the extraction of dominant eye tracking patterns from
user data and a novel framework for visual search. First, the
experimental setup was designed to allow gaze pattern data
collection in space-variant images during visual search tasks.
We introduce a dataset with emphasis on indoor environments
containing multiple objects. We aim at studying the impact of
context during the previously considered tasks by using an eye
tracking device combined with an automatic foveation imaging
software that allowed us to control the amount of information
that each participant had in real time (fovea size), and thus to
understand the role of a priori context knowledge during the
task-execution. In the second module, we explore two forms
of contextual information (spatial and semantic), and based on
this information, we propose two search models.



II. STATE-OF-THE-ART

Attention is a general concept covering all factors that
influence selection mechanisms, whether they are scene driven
bottom-up or expectation driven top-down [7].

Where do people look while free viewing an image? A great
amount of research in the neuro cognitive and visual science
community has been trying to answer this question. According
to the psychologists Duncan and Humphreys [8], the humans’
vision system is sensitive to the differences between the target
region and its neighbourhood. Hence, many studies focused
on the stimuli-driven mechanism, that is, on the detection
of feature contrasts to detect attention (bottom-up attention).
S. Karthikeyan et al. [9] propose an algorithm to extract
objects which attract visual attention from videos. Daniel Parks
et al. [10] developed the algorithm Dynamic Weighting of
Cues model (DWOC), the first to combine bottom-up saliency
with the participants’ head position and gaze direction with
the purpose of predicting where do people look. Robert J.
Peters and Laurent Itti [11] developed an heuristic process to
determine where a human would set the gaze in a dynamic
environment.

According to the cognitive relevance hypothesis, humans’
visual system is also driven by top-down attention, that is,
it directs fixations towards informative task driven locations.
There are some studies addressing the effects of tasks on
fixations and task decoding from eye movement scanpaths.
Mills et al. [12] conclude that task setting influences the eye
movement in a spacial way (e.g. saccade amplitude) and in a
temporal way (e.g. fixation duration). Alli Borgi and Laurent
Itti et al. results showed that it is possible to decode tasks from
eye movement scanpath features and that the eye movement
can be anticipated by the movement pattern.

Robert J. Peters and Laurent Itti [13] proposed the first
model of spacial attention that can be applied to static and
dynamic images with interactive tasks and that combines
bottom-up and top-down attention. In conclusion, combining
both modules leads to a more accurate result when predicting
humans’ eye movement.

On a visual search task the decision of where to look in
the visual field is computationally complex, since it depends
on the information collected across fixations and also on the
prior knowledge of each observer regarding the scene and
the task [14]. Considering scenes with high difficulty level,
that is, more than one object present, humans tend to fixate
some average location within a group of possible locations
containing the object target according to the available image
information [3]. Several studies make the comparison between
ideal search models and humans’ performance on visual search
tasks [15]. A Bayesian ideal searcher was developed based on
the intuition that humans choose fixation locations containing
features that best match the features of the target. It captures
image data in parallel from every possible target locations
and integrates the information perfectly within and across
fixations. In review [15], humans completed visual search tasks
with nearly optimal performance compared to the Bayesian

ideal searcher constrained with the human map of target
detectability across the visual field.

It is known that context is a rich source of information
regarding objects’ identity, location and scale. In fact, on
our daily basis we are confronted with scenes where the
relationship between the environment and the objects can be
found within it. Early studies have made the distinction among
three types of context [16]: semantic (e.g. a table and chair
are probably present in the same images, whereas a tiger and
a fridge are not), spatial configuration (e.g. a computer mouse
is expected to be below a monitor), and pose (e.g. chairs are
oriented towards the table). Contextual influences can emerge
from different sources of visual information. Context can be
defined as the relation between objects [17]. According to this
definition, scene’s context results from the combination of the
presented objects associated between them and have the ability
to facilitate the categorisation of a scene. Stephen Gould et al.
[18] developed a two stage process to identify every pixel of an
image that takes into account two types of contextual relations:
spacial relation between neighbours and multi-feature relations
obtained from low-level visual features (e.g. shape, color).

Wilson S. Geisler and Jeffrey S. Perry [6] developed a
foveated multi-resolution pyramid video coder/decoder that
works in real time. This way they were able to exploit the
humans’ peripheral vision and conclude that large bandwidth
savings are obtained by matching the resolution of the trans-
mitted image to the fall-off in resolution of the human visual
system.

III. AUTOMATIC FOVEATION SYSTEM

As previously mentioned, the spatial resolution of the hu-
man visual system declines dramatically and smoothly away
from the point of fixation (direction of gaze). However, con-
sidering that the participants are sited 60 cm away from the
24” eye tracker monitor, that would give to the observers a
maximum of 50 degrees of angular field of view for the visual
search. For both eyes the combined horizontal field of view is
on average 210 degrees [19], meaning that the display screen
is covered by a small region around the fovea. We simulate the
humans’ peripheral vision by employing a modified version of
the automatic foveation methodology [6], which allows us to
obtain smooth foveated images in real-time, given a fixation
point obtained with the tracking device.

The foveation system is composed by four steps. As in
the algorithm [20], the first step of the foveation system is
the construction of the reduced pyramid. Let us consider the
original image g1 (level 1), with the following dimensions:
H height and W width. The algorithm starts by performing
a reducing operation, in other words, low-pass filtering and
down sampling by a factor of two the input image g1 to obtain
g2. The reducing step is repeated the number of resolution
levels that the pyramid is intended to have, in our study five
levels. In short, each level is obtained by the function (1),
which belongs to the Opencv library that computes the low-
pass filtering. Firstly, it computes the convolution of the image



gk with the kernel (equation (2)). Lastly, the reduction is done
by rejecting all the even lines and columns.

gk = pyrdown(gk−1) (1)

1/256


1 4 6 4 1
4 16 24 16 4
6 24 36 24 6
4 16 24 16 4
1 4 6 4 1

 (2)

The output of this step regarding the construction of the
Reduced pyramid is composed by k images, where the first
level corresponds to the input image and in the next level each
image has half the resolution of the previous one k− 1 image
(see figure 1).

Fig. 1. Reduced pyramid with 4 levels. Level 1 represents the original image.

The next step consists in the construction of the Laplacian
pyramid. The Laplacian pyramid is a sequence of error images
L0, L1,, LN , where each level l represents the difference
between two levels of the previous output. Then, for the
Laplacian pyramid to be built is computed, for 1 ≤ l ≤ N

Ll = gl − pyrup(gl+1) (3)

Given the fact that image gN+1 doesn’t exist to serve as the
prediction for gN , we consider LN = gN

The pyrup function belongs to the OpenCv library. It
performs the expansion with the purpose of computing the
subtraction of the two images with the same size. Similar to
the pyrdown function, it starts by increasing the size of the
image by 2 and adding even columns and lines with zeros.
Then convolves the result with the same kernel (equation (2))
multiplyed by 4. Figure 2 represents the first level L1 of the
laplacian pyramid.

The next step consists in the construction of the Gaussian
weighting kernels (i.e. the point-spread functions). The Gaus-
sian kernel is defined as

Gl(x, y, σ) =
1√
2πσ2

e−
x2+y2

2σ2 (4)

where σ determines the width of the Gaussian kernel, which
in this study is considered to be the fovea size. The output of

Fig. 2. Level 1 of the laplacian pyramid.

this step has N 2-dimensional kernels, one for each level of
the pyramid and each is four times bigger than the respective
image level of the pyramid. This way we are able to generate
the kernels only once (centered in the image) and then displace
them to the fixation point in run time by simple coordinate
shifts.

The next step starts by locating the foveation point, de-
termined in real time using an eye tracker. This point is the
image location where the image will be displayed at highest
resolution. Then, regarding each level of the laplacian pyramid
Ll a multiplication is performed with the corresponding kernel
Gl. As said before, each kernel is four times bigger then each
level of the laplacian pyramid, so it is necessary to compute
the area of interest (AOI) before performing the multiplication.
To compute the AOI of each kernel, the foveation point
corresponds to the centre of the kernel, then a kernel G′l is
extracted with the same dimensions of the corresponding im-
age of the laplacian pyramid level (see figure 3). This way, the
visible boundaries at the edges of the foveation regions were
completely erased. Afterwards, a pointwise multiplication is
performed, in other words, multiplying the image of the two
functions at each value in the domain (equation 5).

Fig. 3. Computation of the kernel’s AOI. On the left are shown a level of
the laplacian pyramid Ll (the red dot corresponds to the foveation point) and
the respective kernel Gl (four times bigger than Ll). In the middle the AOI
computation is presented, the foveation point being considered the centre of
the kernel; from there a smaller kernel is extracted with the laplacian’s image
dimensions (right side).

Cl = Ll ×G′l (5)



In the final step the foveated image is obtained by expanding
Cl then adding it to Cl−1, and so on until level 1 is reached.
Basically, the reverse of when constructing the laplacian
pyramid is performed. Where

fN = CN (6)

and for l = N − 1, N − 2, ..., 1

fl = Cl + pyrup(Cl+1) (7)

The final two steps are performed in real time while getting
the coordinates of the observer’s gaze (foveation point).

Figure 4 summarises the steps of the foveation algorithm. In
the first step, shown on the far left, the levels g2, g3, ... of the
reduced pyramid are obtained. The Laplacian pyramid images
L1, L2, , LN are then obtained as the difference between suc-
cessive outputs of the first step. These are multiplied to obtain
the foveation effect. Finally, an expand-and-sum procedure
is performed using C values in the place of L values. The
resulting foveated image is illustrated in figure 5.

Fig. 4. A summary of the steps in the foveation process with four levels. g1
corresponds to the input image and f1 to the foveated image. See text for
details.

Fig. 5. Foveated image with σ = 10. The ret dot represents the foveation
point.

IV. SEARCH MODELS

we propose two algoritms to predict the search scanpath
based on the eye tracking data collected from human subjects.
As said before, it’s possible to distinguish different types of
attention. In this regard, we developed two models: a spacial
context model and a semantic context model.

A. Spatial Model

Let us start by setting off two different metrics in order
to quantify the relationship between two objects. This model
assumes that the location of a certain object will provide
hints on the possible location of other objects due to spatial
constraints. For instance, the location of knifes in a dinner
table is typically to the left of the dishes. Therefore, a certain
object provides an estimate of the likelihood of finding the
object-target. Let us denote the set of object distractors present
in the scene by O = {1, ..., No}. In order to model the context
features, we introduce a metric for evaluating the contextual
value of each object distractor on finding the specific target.
Let us then denote the set contextual value for each distractor,
in the search task by V = {vi : i ∈ O}. We compute the
value of each object distractor, from a sequence of T fixations
F =

{
f1, ..., fT

}
from a human observer, according to

vi =

T−1∑
t=1

wt
i

T − t
where wit = N (pi; f

t, σ) (8)

where pi defines the position of the object distractor i and wt
i

is a weight that depends on the distance of the object i to the
fixation t. This weight is calculated by a normal distribution
with mean µ = f t and standard deviation σ, related to the
fovea size in a way analogous to the visibility map of [15].
The equation (8) formalises and quantifies the intuition of
spacial context, more specifically, we give more importance to
objects that during the search task were closer to the observers’
centre of the fovea and that the time of fixation t was closer to
finding the target. For instance, when searching for a computer
mouse, if participants find a computer screen we expect them
to continue the task doing fixations closer to this object and
consequently decrease the task-execution time, since these two
objects are extremely correlated to each other in a spacial way.

With the goal of modeling the flow of a search task on a
given image, we introduce a metric that computes the next
saccade considering that an observer is currently directing the
gaze towards an object O, located at pi . Let us then denote
the saccade flow for each distractor, in the search task by
S = {si, ..., sNo}

si =

T−1∑
t=1

wt
it × (f t+1 − pi)

T
where wi = N (pi; f

t, σ)

(9)

where f t+1 refers to the coordinates of the next fixation given
a fixation t. With the equation (9), we are modeling the
mechanism utilised by a human on searching for an object.



Thus, we are able to predict the direction of the saccade that
follows a certain object given a specific target.

The eye movements of each participant depend critically on
how the detectability of the target varies across the visual field
which is directly correlated to the fovea size. We constrained
the spatial searcher with the human visibility map. First, from
the human recordings we compute the mean distance between
two fixation points µdist(σ). Let O(t) be the last object fixated.
Then, the next fixation Ot+1 is determined by searching for the
object with highest contextual value vj in a cone of directions
around the saccade flow for the current object si, in a certain
range. If no objects are found with this process, the cone of
directions and range of search are gradually increased until a
solution id obtained. The process is illustrated in figure 6

Fig. 6. Computation of the visibility map. a, constrain area given the flows’
directions st and the radius µdist(σ). b, in case there is no objects detected,
the area is constrained considering the biggest component of the flows’
directions st. c, if still there is no object detected, the area is constrained
only taking into account the radius µdist(σ). In case there are no objects
within a radius µdist(σ), this three steps are repeated with 2 times the radius
µdist(σ)

After computing the next object to direct gaze to Ot+1

we proceed on the actual coordinates of the next fixation.
Considering each object a polygon with n vertices zi, we
compute the covariance matrix

σC =
1

n

n∑
i=1

(zi − C)T (vi − C) (10)

where C to the polygon’s centroid. To finalise, the next fixation
is computed:

kt+1 ∼ N (C, σC) (11)

B. Semantic Model

The semantic model is based on a Markov Chain approach
[21], where each state represents a different ROI (object) of a
scene.

We then proceed on training the Markov Chain per image
by using fixation sequences from all the trials with correct
responses. To integrate all objects’ information regarding each
image, we estimate the probability with which a subject
transitions the gaze between the objects of an image. The
probabilities of transiting from one state to other states are
summarised in a transition matrix. In order to extract the
transition probabilities from eye tracking data, it’s necessary
to remove the eye tracking data which has low probability of
lying on objects. The transition probabilities were considered
to be weights on the corresponding scene regarding the search
of a specific target. The matrix of the transition probabilities
is shown in equation (12), and it tries to capture the relative
importance that each object has on the search for the target
given the current state, in other words, it tries to capture the
semantic context of the scene. The entries in the ith row
and jth column of the matrix P (equation (12)) represent the
probabilities that an observer gazes object j following object
i.

Pdn =


p11 p12 p13 . . . p1n
p21 p22 p23 . . . p2n
. . . . . . . . . . . . . . . . . . . . . . . .
pd1 pd2 pd3 . . . pdn

 (12)

Let us denote the set of object distractors present in each
scene by O = {1, ..., No}. Considering the search task
a Markov chain, where each image has a set of states,
S = {s1, ..., so}. The algorithm starts as the previous model
(section IV-A), at a random fixation point of the image. Then,
chooses the nearest state (object) to the first fixation point.
Afterwards, moves successively from one state to another,
according to the transition model, each move being consid-
ered a fixation point. Similarly to the previous model, after
computing St+1 (next object) we proceed on identifying the
actual point coordinates of the next fixation (equations (10)
and (11)). If the chain is currently in state si, then it moves
to state sj at the next step with a probability denoted by pij ;
this probability does not depend upon which states the chain
was in before the current state. States can not be repeated.
The process can’t remain in the state it is in, that is, the main
diagonal entries of the matrix P are 0. The process finishes
when the object target is fixated. Figure 7 illustrates a markov
chain (scene) with three distinct objects where the probabilities
of transiting from one object to another are representing by
pij .

V. EYE TRACKING SETUP

This section describes our experimental setup for data
acquisition and recording, that relies on a screen-based eye
tracker. The experiment consisted of asking human volunteer-
ing participants to search for a particular object in cluttered



Fig. 7. Illustration of a Markov chain regarding one image with 3 distinct
objects.

environments (i.e. environments with several objects simulta-
neously present in the visual field) and to record eye movement
data during task execution.

The human retina possesses a nonuniform spatial distri-
bution (resolution) of photoreceptors, with highest density
located on the retina center which is aligned with the visual
optical axis: the fovea. The role of context in multiple-fixation
search is not easy to study. Due to the small monitor size,
observers have access to all the image information at once,
making it difficult to understand which objects lead to finding
the target. Therefore, to limit the amount of information
available by simulating the humans’ peripheral vision we
utilize an eye-tracking device (Tobii t120) to record the human
observer eyes position and apply a foveation filter (described
in section III), in real-time, to the image contents at the source.
All the images presented to the users are foveated with 3
distinct fovea diameters (σ = 3, 10 and 25). This way we are
able to understand what information is being extracted from
the periphery during search tasks and how it is being used to
guide the sequence of eye movements.

A. Dataset

The dataset used for the designed experiments was suitable
for the study of the task: searching of objects. We collected
60 images from the dataset made by Borges and Coco [22]. A
set of images representing indoor cluttered environments was
selected, containing multiple objects simultaneously. We also
selected six types of semantic scenes: bedrooms, bathrooms,
kitchens, offices, restaurants and waiting rooms.

To avoid biased results we selected the images by taking
into account:

1) Targets’ position: 30 images had the target in the right
side and in the other 30 images the target was positioned
in the left side. This way we ensured that people didn’t
develop a search strategy throughout the experiment.

2) Targets’ consistency: it determines if an observer can
find the object required by exploring the areas with
higher posterior probability of containing the object.
This variable classifies targets as target-consistent (target
required located in a region that might contain the

target) and target-inconsistent (target required located
in a region where the target would never appear). This
will allow us to better understand how tightly search is
constrained by scene context (e.g. we never look for a
tea pot in a bathtub). The dataset contains 30 images
where the target was classified as target-consistent and
30 images where the target was classified as target-
inconsistent.

To proceed with the data analysis and the development of
the proposed computer vision algorithms, it was necessary to
label the dataset. To this purpose, we used LabelMe [23], an
annotation tool to build image databases for computer vision
research.

B. Data Collection Protocol

A total of N = 39 participants, 29 males and 10 females,
with ages between 8 and 45 years old, took part in the gaze
data collection. Each test took around 16min. After arriving
at the laboratory, the participants were informed about the test
procedure and their relevant personal data was collected (age
and education level). The participants were sited 60cm away
from the 24′′ eye tracker monitor, while their eye movements
were recorded by the same device. Then, during the calibration
phase each participant had to fixate 5 points displayed in the
monitor. This step was repeated until there was enough data
for a good calibration.

In order to average out performance biases introduced by
external variables which are primarily related with the order
of the tasks (fatigue can influence task performance) and
the images difficulty level (difficulty is not only related with
the fovea but also the image), each observer performed the
experiment in a random order over the same set of 60 images.
The fovea size in all the images varies from participant to
participant in a random way. This resulted in 60× 36 = 2160
scanpaths (the resulting series of fixations and saccades of an
observer over one image). The design was intentional to collect
data to all the 3 different fovea sizes, for the entire image set.
The experiment had a training phase, comprising 5 images,
and was intended to instruct how to properly perform the test.
Each image was displayed until the users finished the task by
pressing a key, then they were asked to indicate the location
by fixating the target and pressing the key again.

In the end, we repeated the same experiment with only
3 participants. This time each image was rotated randomly
+90 or −90, for the purpose of understanding how the search
behaviour changed.

VI. RESULTS

Overall, participants were highly accurate at the search task,
with the mean accuracy rate of 93.82% (σa = 7.85) which
means that a total of 147 scanpaths were not considered in
the data analysis. The trial was counted as correct if the
eye fixations between the first pressed key until the second
pressed key were closer to the true target location than any
other potential target location. In a total of 2013 scanpaths,
observers made a total of 70, 438 fixations, corresponding



to a mean of 34, 99 (σf = 47.51) fixations and a mean
saccade lenght of 55.17pixels (σs = 3.59) per participant per
image. The mean task-execution time per image (the time from
the onset of the image to the first button press) was 4.268s
(σt = 4.52). Regarding the number of fixations and the task-
execution time, the results showed that there is almost-perfect
linear relationship between them (r = 0.912).

A. Fovea Analysis

Table I represents the number of fixations and the task-
execution time for correct responses measured from 36 ob-
servers, 12 for each fovea. As expected, fovea size affects the
participants’ performance. Search time and number of fixations
increases with the decrease of σ.

σ n Fixations Task-Execution Time
3 58.15 (σf = 70.69) 5.824s (σt = 6.378)
10 23.50 (σf = 21.89) 3.511s (σt = 3.181)
25 22.55 (σf = 19.19) 2.856s (σt = 2.234)

TABLE I
MEAN NUMBER OF FIXATIONS AND MEAN TASK-EXECUTION TIME FOR

EACH OF THE THREE FOVEAS

By analysing the Table II, that shows the results of the
mean saccade length for the selected foveas, it is possible
to conclude that in the presence of smaller foveas, observers
performed the search task with a shorter distance between two
consecutive fixations points.

σ Saccade length
3 45.87 (σs = 3.18)
10 65.51 (σt = 4.05)
25 69.74 (σt = 4.04)

TABLE II
MEAN SACCADE LENGTH (IN PIXELS) FOR EACH OF THE THREE FOVEAS

It can be seen that, as we expected, humans are sophisticated
searchers who take into account how the sensitivity of their
visual system varies across the retina. Based on the fixation
patterns observed throughout the selected images, we conclude
that the image semantics definitely influences humans’ visual
attention. Only considering the participants with σ = 3, we
applied the k-means clustering to the observers’ scanpath,
which allowed us to conclude that the clusters’ centroids are
clearly observed around salient objects. Regarding σ = 10 and
σ = 25, we observed that only a small number of objects were
fixated in order to find the target.

B. Contextual Analysis

As we expected, results showed that observers performed
the task more rapidly and with less fixations when the target
was consistent with the indoor category (see table III).

C. Image Rotation Analysis

In order to understand how observers performed search tasks
in the absence of spatial context, we repeated the experiment.
Only this time the images were rotated +90 or −90. A total
of 3 participants observed the same 60 images dataset. As it

Target Consistency n Fixations Task-Execution Time
Consistent 32.67 (σ2

f = 46.05) 3.830s (σt = 4.336)
Inconsistent 37.27 (σf = 48.82) 4.328s (σt = 4.688)

TABLE III
MEAN NUMBER OF FIXATIONS AND MEAN TASK-EXECUTION TIME
REGARDING SEARCH TASKS FOR CONSISTENT AND INCONSISTENT

TARGETS

happened in the previous test, participants were highly accu-
rate at the search task, with the mean accuracy rate of 93.89%
(σa = 2.55). The mean number of fixations and execution time
per participant per image was 72.98 (σf = 68.99) and 6.206s
(σt = 5.828) , respectively. Regarding the saccade length, the
3 observers made a mean of 49.85pixels (σ2

s = 3.27) between
two consecutive fixation points. Comparing results from both
experiments is possible to observe that despite the fact that
the accuracy rate and the saccade length were identical, the
mean number of fixations and the mean task-execution time
per participant per image was approximately doubled in the
rotated images experiment.

D. Search Models

Given the previous results we considered only the partic-
ipants that performed the experiement with σ = 3, which
corresponds to 12 participants on the construction of both
models. Regarding the other 24 participants, we observed that
the fovea size was large enough so they concluded the task
with a small number of fixations, which makes it difficult to
quantify the contextual information.

1) Spacial Model: First, we started by computing the
object’s importance heuristic (equation (8)). This heuristic
assigns a value to every object present in each of the 60
scenes. It represents the importance of every object distractor
on finding the target. Considering the scene represented in the
figure 8, composed by eleven objects and knowing that the
objects are displayed in order, that is, i = 1 denotes the toilet
and i = 11 denotes the last shelf, table IV represents the
objects importance values vi obtained regarding this scene.
The target, i = 3 (soap), always has vi = 0. We can also
observe that the most important object on finding the target
was i = 2 (bidet), and the less important was i = 8 (basket).

Fig. 8. Scene containing eleven objects and the target is the soap.



i vi
1 0.0063
2 1.2222
3 0
4 0.0115
5 0.4610
6 0.0175
7 0.0042
8 0.0004
9 0.0251
10 0.0674
11 0.0055

TABLE IV
OBJECTS IMPORTANTE vi

Then we proceded on the computation of the flow saccades
table si (equation (9)). This heuristic assigns a flow vector to
every object present in each of the 60 scenes. It represents the
gaze displacement when an observer is searching for a specific
target, and at a certain time is looking towards a certain object
i. Figure 9 illustrates the flow vectors obtained.

Fig. 9. Scene illustrating the objects flow.

Figure 10 illustrate the search simulation performed by the
spacial search model side by side with a human performer.

Fig. 10. Search performed by an observer (left) and the spatial model (right).
Target: Soap. Time is coded by the color of the scan path (blue = beginning,
red = end). The blue line connects two consecutive fixation points.

2) Semantic Model: After the data collection, the first step
on building this model was estimating the matrix of transition
probabilities (equation (12)). This matrix assigns a probability

of fixating an object considering the object gazed at the time.
We then obtained 60 matrices, one for each scene.

To give an example, and considering once more the figure
8, the transition matrix obtained is shown in the table V. This
matrix represents the 12 participants eye movement pattern on
finding the target. For instance, if the object i = 1 (toilet)
is currently being fixated, the first row corresponds to the
probabilities of each object be fixated next.

0 0, 3000 0.2000 0.1500 0.3500 0 0 0 0 0 0
0 0 0.7500 0 0.1250 0 0.1250 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0
0.2286 0.0286 0.0286 0 0.4571 0.0571 0.1429 0 0 0.0571 0
0.0933 0.0400 0.0267 0.3467 0 0.1600 0.0667 0.0133 0.0800 0.1733 0
0.1667 0 0 0 0.5556 0 0.2222 0 0 0.0556 0
0 0 0.0500 0.1500 0.2000 0.2000 0 0 0 0.3500 0.0500
0 0 0 0 0 0 0 0 1.0000 0 0
0 0 0 0 0.4762 0 0.0952 0.1429 0 0.2857 0
0 0 0 0.0645 0.4194 0 0.0645 0 0.3548 0 0.0968
0 0 0 0.2500 0 0 0.2500 0 0 0.5000 0

TABLE V
TRANSITION PROBABILITIES MATRIX

Figure 11 illustrates an observer and the semantic model
performing a search task in a rotated image.

Fig. 11. Search performed by an observer (left) and the semantic model (right)
in a rotated image. Target: Soap. Time is coded by the color of the scan path
(blue = beginning, red = end). The blue line connects two consecutive fixation
points.

3) Models Comparison: In order to compare the search
behaviour of both models, we ran each, the semantic and the
spacial model in the 60 images. The first fixation point was
randomised equally to each image for both models, which
made sure that the starting point was always the same for
both models.

To avoid biased conclusions, we ran both models 10 times
in each image. Overall, the spacial and the semantic model
fixated a total of 3923 and 3248 objects, respectively, which
corresponds to a mean of 6.5 and 5.4 objects fixated per image,
respectively. In a brief review, both models were accurate in
concluding the task, although the semantic model performed
more efficiently.

Figure 12 illustrates 4 simulations performed by both mod-
els. The first column represents the spatial model and the
second column represents the semantic model.



Fig. 12. Search task performed by both models. First column illustrates the
spacial model and the second column illustrates the semantic model. Targets
by row: towel, alarm clock, tea potand table cloth. Time is coded by the color
of the scan path (blue = beginning, red = end). The blue line connects two
consecutive fixation points.

VII. CONCLUSIONS/FUTURE WORK

In this thesis we utilize an eye tracking device for the pur-
pose of improving the computer vision algorithms in images
and exploring how semantics understanding helps on visual
search tasks.

There were two major aims of this study. The first was
to obtain a parametric picture of human performance in visual
search tasks by recording eye movements and examine the role
of the global context in visual search by systematically ma-
nipulating peripheral spatial information using gaze-contingent
display technology. The second aim was to develop a model
which was capable of integrating the collected information and
use it to prune the search space.

We started by building a real time foveation system that
simulates the humans peripheral vision. This system provided
a smooth foveation of each image during the eye tracking
data collection. Hence, we were able to control the amount
of information that each observer had in every fixation and
consequently acquire fixation patterns that confirm the hy-
pothesis that humans utilise the semantic and spacial context
in order to perform more efficiently visual search tasks. The
dataset consists of 60 images, with specific focus on six types
of semantic scenes: bedrooms, bathrooms, kitchens, offices,
restaurants and waiting rooms; in all the selected images were
present several objects.

The models proposed were completely based on the hu-
mans’ search scanpaths. Therefore, in order to determine the
fairness of the fixation patterns, we proceeded on to a deep
analysis of the eye tracking data collected. Firstly, we started
by concluding that the task performance decrease with the
decreases of the fovea size, hence, observers with larger foveas
were able to use the peripheral vision in order to get better

performances, instead of only using the context information.
Secondly, the results showed that the performance was in-
fluenced by the consistency of the object target, consistent
objects were found faster than inconsistent ones. Thirdly,
even in the absence of spatial context, humans were able to
perform highly accurate results although when comparing the
performance metrics (number of fixations and task-execution
time) of rotated and non rotated images it was clear that in
the presence of rotated images humans had a decrease of
efficiency.

In this study we addressed the challenge of incorporating
a global context, i.e. semantic and spatial, into two search
models. We started by proposing the spatial method that by
making use of two metrics that quantify the objects importance
was able to achieve an efficient and effective performance on
finding the requested target. But, and following the rotated
image conducted experiment, we verified that the present
model was not capable of performing search tasks on rotated
images. For this reason, we came up with the semantic model,
that formulates humans’ saccade movement as a Markov chain,
where the number of states corresponds to the number of
objects present in a scene. With the collected data we were
able to extract transition probabilities between every state,
and the learned weights show the objects that maximise the
probability of finding the target. We evaluated these models
by simulating their performance in our task. The results
show the effectiveness of both models although the semantic
model outperforms the spatial model. Considering the rotated
images, and comparing the humans and the semantic model
performance, we observed that although humans had worst
performances, the semantic model was equally efficient with
rotated and non rotated images, which make us believe that
humans use something similar to a mixture of both contextual
search models when performing search tasks.

Our results point in the direction of a more sophisticated
search mechanism designed to make fixations that maximise
the information gained.

One of the main limitations of our approaches is that they
are constrained to the selected dataset. To this matter we
suggest some improvements in our proposed techniques. First,
it would be interesting to change the dataset as well as the
data collection paradigm. Regarding the dataset, it would be
necessary to increase the number of selected images given the
variability of the semantic categories. In respect to the data
collection protocol, each image would be displayed during a
limited amount of time with one difference: introduction of
occluded targets, because of the fact that the results showed
that in many images, even with small foveas, the objects were
found with a small number of fixations. This would give us
more accurate metrics and transition weights given the fact
that humans are expected to search initially in target related
regions. To finalise, to avoid the manually dataset labelling,
we will explore a saliency model for object detection used
by S. Karthikeyan et al. [9] and incorporate it in our search
models.

As previously said, the results showed that humans use a



mixture of both, semantic and spatial context when performing
search tasks. Based on this idea, it would interesting to develop
a model capable of incorporating both the spatial and the
semantic context in order to approximate the artificial systems’
mechanism to the humans behaviour.

In the future, we intend to incorporate these models into
artificial systems. The problem of understanding the role
of context and how it facilitates individual object detection
and recognition in biological systems is of the utmost im-
portance, and can be applied in numerous fields, such as
human-computer interaction (advanced games, virtual reality
setups, pilot flight training simulators, intelligent displays) and
human-robot interaction. For instance, context information can
help a mobile robot finding objects that are initially occluded,
given visible ones, or predicting the absence of important
objects such as a bed missing in a bedroom.
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